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Overview
The idea of this project is to combine GLM, credibility, random effects, and regularization
for classification ratemaking. The approach here takes off from the paper by Hugh Miller,
“A discussion on credibility and penalised regression, with implications for actuarial work.”
Miller shows that regularized regression, which includes lasso and ridge regression, is an
implementation of the statistical random effects approach. This has links to Bayesian
regularization, discussed below. Bayesian software packages are available to implement this.
Regularization also has a link to credibility. It is implemented by imposing parameter-size
restrictions on the estimation. This shrinks parameters towards zero, except for the constant
term. Usually the independent variables are first standardized to be mean zero, variance one.
This makes the constant the mean, as every fitted value is the constant plus a weighted sum
of mean-zero variables. Thus shrinking the parameters shrinks the fitted values towards the
mean. This is what credibility does. But credibility uses the within and between variances to
determine how much shrinkage to do, while regularization uses predictive accuracy on holdout
samples to test various degrees of shrinkage. The Bayesian approach has a particularly easy
way of doing this testing and a unique approach to selecting the degree of shrinkage.
Bayesian software can also readily generalize GLM to use residual distributions that are not in
the exponential family. The advantage of the exponential family is that for it, quasi-likelihood
estimation coincides with MLE, and this is computationally efficient. With modern computers
this is less important than it was, and straight numerical MLE as well as Bayesian estimation
is usually quite fast with any distribution. Even if you don’t stick to the exponential family,
as long as calculating the fitted values includes a step of multiplying a design matrix by a
coefficient vector, this is still linear modeling. With random effects it is linear mixed modeling.
Either way, if the choice of distributions is completely open, I’ll call it Generalized General
Linear Mixed Models, or GGLMM. (Mixed models have some variables that are random
effects. The others are called fixed effects.)
This study then is an implementation of the credibility / GLM / random effects / regularization
algorithms discussed in Klinker, Miller and Ohlsson with Bayesian shrinkage software and
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with residual distributions not necessarily in the exponential family.

Evolving Estimation Methodology
Charles Stein startled the statistical world with his 1956 paper “Inadmissibility of the
usual estimator for the mean of a multivariate distribution.” He showed that when you
are estimating more than two elements, shrinking their estimates towards the overall mean
always reduces estimation error compared to MLE. The resulting James-Stein estimator is
the same as the least-squares credibility estimator. The 1979 Morris and van Slyke CAS
paper discussed the connection. A famous example is estimating seasonal batting averages
for a number of batters from their July 4 averages.
Any kind of regression or linear model is estimating means for a vector of observations, but
it is not so clear how to apply this theory without having variances of the observations.
Several years later, a form of shrinkage called ridge regression was developed. Instead of
P
minimizing the negative loglikelihood (NLL) it minimized NLL +λ βj2 , where the βj are the
coefficients. A paper by Hoerl and Kennard in 1970 proved that there is always some λ > 0
that makes the estimation error less than straight MLE. This starts with linear transforms
of the independent variables to make them each mean zero, variance one. This makes the
parameter sizes comparable across the variables. The constant term (which is not included
in the parameters being shrunk) and the coefficients offset the linear transforms. Each fitted
value is thus the constant plus a linear combination of mean zero variables, so the constant is
the overall mean, and the fitted values are shrunk towards that.
In 1996 Tibshirani introduced lasso, which minimizes NLL +λ |βj |. This makes some of
the coefficients exactly zero (all of them if λ is high enough), so is also a means of variable
selection. This makes it popular, and it is largely replacing MLE for linear modeling. The
problem for both is how to pick λ. The preferred method has become cross validation, which
comes down to dividing the data into subsets which are left out one at a time and the NLL
measured on the model estimated on the remaining points in turn.
P

These methods are now considered to be forms of regularization, which is a more general
mathematical approach for reducing errors in difficult estimation problems. Ridge regression
started as a method for correlated data, which has some difficulties of its own. There was
actually something resembling a ridge of artificial data used in that.
Bayesian shrinkage produces similar effects. It starts with giving each parameter a shrinkage
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prior, which is a mean-zero prior like the standard normal. It has a big advantage in that
there is a goodness-of-fit measure. Measures from regression, like AIC, etc. don’t work
because the shrunk parameters don’t each count as a whole parameter, but what fraction to
count is not apparent.

Random Effects Ties It All Together
The Bayesian and classical versions have a lot in common, but they have a philosophical
difference in that in classical statistics parameters are constants, but for Bayesians they have
distributions. A link is provided by frequentist random effects. There you have a collection
of statistical effects across a population – like differences in accident frequency from the state
mean by territory – that are assumed to average to zero. With mean zero, their distribution
across the population could be described by a single dispersion parameter, like the normal σ.
In the frequentist view, the random effects themselves are not parameters, and they are not
estimated. Parameters don’t have distributions for frequentists. However the effects can be
projected from the data, which is like estimating parameters.
To see how this is done, assume that the effects are double exponential, or Laplace, distributed
in λ. This is a distribution that looks like an exponential for positive values, and its mirror
image over the y-axis for negative values. The density for an effect β is
f (β|λ) = 0.5λe−λ|β|
This has variance = 2/λ2 and kurtosis = 6. Say there are k random effects βj , plus perhaps
other parameters, including λ. One way to simultaneously estimate the parameters and
project the effects is to maximize what they call the joint likelihood, which is the likelihood of
the data, given the parameters and the random effects, times Πf (βj |λ), the probability of the
effects. The negative of the log of f (βj |λ) is just log(2) − log(λ) + λ|βj |. Then maximizing
the joint likelihood becomes minimizing
N LL + λ

X

|βj | − log(λ)k

For a fixed value of λ, the last term does not affect the minimization. The result is the lasso
minimization formula, here used for the projection of the random effects. The value of λ
produced by the minimization including the −log(λ)k term gives the random-effects estimate
of λ as well.
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This connects with the Bayesian approach. For data X and parameters β, Bayes Theorem is:
p(β|X) =

p(X|β)p(β)
p(X)

The left side is the posterior distribution of the parameters given the data, and the numerator
of the right side is the likelihood times the prior. Here the β are parameters, but this
numerator is the same mathematical formula as the joint likelihood in the random effects
case, where the β are effects, not parameters. The denominator p(X) is a constant for a
given dataset, so maximizing the numerator maximizes the posterior. Thus the random
effects solution gives the Bayesian posterior mode, and if the Laplace prior is used for the
parameters, it gives classical lasso. This is why the use of the Laplace prior is called Bayesian
lasso. A normal distribution for the random effects gives ridge regression.
Bayesian Markov Chain Monte Carlo (MCMC) estimation simulates a numerical sample
from the posterior distribution of parameters by sampling from the joint likelihood – the
numerator of Bayes Theorem – using sampling methods like the Hastings-Metropolis sampler
or the Gibbs sampler. These are efficiency improvements over the original MCMC sampler
that generates a sample from the previous sample. It has a candidate generator, and if the
candidate sample improves the joint likelihood, it is retained. If not, a test on a random
draw is done to keep it or not. It has been proved that after a burn-in period the sample is
representative of the posterior distribution.
One detail here is that in the Bayesian case the optimization works as discussed above for
a fixed value of λ. If λ is to be estimated as well, it also must be given a prior. If it has a
uniform prior = K over some interval, then log(K) is subtracted from the log of the prior.
But since that is a constant, it does not get into the minimization, and so the posterior mode
P
is still at the minimum of N LL + λ |βj | − log(λ)k from random effects. Note that as λ
increases, the parameters are pushed more towards zero to compensate, but that makes the
NLL get higher. At the same time, −log(λ)k is decreasing. Thus at some point they all
balance at a minimum.
An increasingly popular shrinkage prior is the Cauchy distribution, with 1/p(β) = π(λ2 +β 2 )/λ
and −log(p(β)) = −logλ + logπ + log(λ2 + β 2 ). For a fixed λ, the posterior mode minimizes
P
N LL + log(λ2 + βj2 ). This is an alternative to both lasso and ridge regression. The Cauchy
prior often yields more parsimonious models than the normal or Laplace priors do. It can have
a bit better or bit worse penalized likelihood (see discussion below), but even if slightly worse,
the greater parsimony makes it worth considering. It has more weight near zero but is also
heavier tailed, which pushes parameter more towards zero, but allows a few larger parameters
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when they are called for. It also seems to produce tighter distributions of parameters.
Bayesians often prefer the posterior mean to the posterior mode. They seem to have an
inherent suspicion that the parameters that maximize the posterior probability could be
doing so by over-fitting the particular sample. This is sometimes described as fitting the
sample vs. fitting the population. Too good a fit for the sample might be responding to
particular features of that sample that would not hold for future samples.
The posterior mean averages all parameter sets that provide a plausible explanation of the
data. The posterior mean does not optimize a goodness-of-fit measure for the data – in fact
any such measure runs the risk of sample bias. It does minimize the squared parameter error.
The posterior mode optimizes the lottery number measure: all misses from the exactly right
parameter set are equally bad. But for parameters, even though not for the lottery, close is
usually better. Below I use the posterior mean, not the posterior mode, for the parameter
estimation, so this does not agree exactly with classical lasso, etc. I do test different priors
and different approaches for estimating λ.
All in all, random effects gives frequentists the ability to use Bayesian methods without
having to recognize parameter distributions. They sample from the distribution of effects, and
project, not estimate, the effects. It is the same method that Bayesians would use to estimate
the parameters. A lot of applications blur over this – including some of the references for
the RFP – and talk about random effects as a kind of parameter estimation, but that would
admit to the reality of parameter distributions and so would not be frequentist. I think with
this the frequentists could also use MCMC to generate ranges of projection errors, and so use
the posterior mean instead of the posterior mode, but I haven’t seen them actually take that
step.

Choosing λ and Goodness of Fit
How much shrinkage to do is usually selected using cross-validation: you divide up the data
into subsets, fit using all but one subset, compute the NLL on the left out subset, repeat for
each subset, and add up the NLLs. If resources are available, the limiting case of making each
observation a subset seems to be preferred. This is called leave-one-out (loo) cross validation.
The sum of the individual NLLs from loo is known to be a good way to correct the NLL for
sample bias – which is what penalized likelihood measures like AIC, BIC, etc. are trying to do
as well. They are trying to estimate what the NLL would be for a new sample from the same
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population. But penalties based on parameter counts doesn’t work with shrinkage. If the
estimation is overfitting, shrinking the parameters will reduce the overfitting but will increase
the NLL as well. AIC etc. will not change the penalty in response to the shrinkage, but loo
will. Thus it is a goodness-of-fit measure that still works fine with parameter shrinkage. It
stops improving when too much shrinkage deteriorates the NLL on the omitted points. Thus
it provides a way to determine how much to shrink.
The R lasso package glmnet is very fast and could make loo feasible computationally for lasso.
There is an R package called loo that estimates this calculation quickly on MCMC output.
It works using the numerical integration method importance sampling to compute each left
out point’s NLL. It has been known for over 20 years that this importance sampling can
estimate each point’s likelihood as the harmonic mean of its likelihoods across the sampled
parameter sets. However this estimate can be distorted by a few very poorly fitting samples
for a point. Just this year a paper made it to publication (it’s been out there for a couple of
years) that stabilizes the estimation by extreme value methods – fitting a Pareto to the set of
sample likelihood reciprocals for a point, and using the fitted values for the largest 20% of
the reciprocals. This is what the loo package does – Pareto-smoothed importance sampling.
Some analysts choose the variance of the shrinkage prior – like the double exponential prior –
by maximizing loo under various degrees of shrinkage. But statisticians are coming to view
this too as exposed to overfitting – the optimization is still responding to the particular
sample. The fully Bayesian solution is to use the posterior mean with another prior placed
on λ itself. This usually gives a value of loo close to that from direct optimization, but is felt
to provide a more reliable result. This is the method used below.
In summary, the advantages of the Bayesian approach are:
• It facilitates calculation of a penalized likelihood measure based on cross validation.
• MLE has Fisher information for parameter uncertainty, but this is not convenient with
shrinkage. MCMC automatically generates parameter distribution samples.
• The Bayesian approach can also incorporate a prior for λ, which both estimates λ and
samples from a range of λ values instead of just a single λ.
• The frequentist methods end up with the posterior mode, which runs more risk of
overfitting. The posterior mean is available from MCMC.
• MCMC packages facilitate using residual distributions outside of the exponential family
and can also estimate more complex model formulations – like a combination of additive
and multiplicative models.
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Moving from GLMM to MCMC
The Variance paper https://www.variancejournal.org/articlespress/articles/Parameter-VenterGutkovich-Gao.pdf is a discussion and attempt at using GLMM in standard software
packages. It is by a group from the model validation area of AIG who were validating a
reserving package by Spencer Gluck that extends his well-known generalized Cape Cod
model to include diagonal effects, with the smoothing done by random effects. (Actually it
was an anonymous referee from the Committee on Review of Papers who noticed that what
Spencer was doing was essentially random effects – actually with correlated effects.)
We started using random effects programs with the default assumption that every random
effect has its own variance. We found by an extensive fitting approach similar to classical
loo that all these variances act as real parameters that pulled the data strongly towards the
sample values. This prevented much actual parameter reduction – but it looked like there
was a lot if you just looked at the non-variance parameters. We also found that including the
many variances created an estimation problem when parameters got near zero – the likelihood
gets very large if the projection and its variance both go to zero. The packages deal with this
in ad hoc ways, apparently dropping such parameters by unstated rules. We decided to just
use a single variance for all the effects, which we then found out came down to lasso and ridge
regression. This led us to Bayesian implementation later on, as we discovered its advantages.

Fitting Plan
The data comes from the second issue of Variance in the paper “General Iteration Algorithm
for Classification Ratemaking,” by Luyang Fu and Cheng-sheng Peter Wu. It is for auto
collision, and has total losses and exposures for 8 age classes, 4 use classes, and 4 credit score
ranges. It also has a different data set with average severity by these classes but with no
credit scores. The modeling is in a few stages.

0 Preliminaries
Lasso, regression and Bayesian lasso are compared using a simplified model.
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1 Warmup
This uses the less-detailed data to model severity with both an additive and a multiplicative
model. The design matrix starts out having a constant plus a parameter for all but one
level for each variable. Some variables might be eliminated in the estimation. Cauchy and
double-exponential priors are used. The Cauchy is just a t distribution with 1 degree of
freedom. The double-exponential has the same kurtosis as the t with 6 degrees of freedom,
so is lighter tailed. The variance of this t and the double exponential can be matched using
the scale parameters, and the odd moments are 0, so the existing moments of this t are all
the same as the double exponential. The densities are graphed on a log scale in Figure 1.

Figure 1: Scaled t with ν = 6 and Double Exponential with Moments Matched

Severity
You can’t expect a good estimate for a severity distribution from just the sample mean. All
you have on the dispersion of the losses is the degree to which the cell sample means differ
from the fitted means. Still you can see the impact of the classification variables on average
severity. Also there are some distributions for which the total losses and number of claims
will give some information about the distribution. Consider the gamma distribution with
mean ab and variance ab2 . If a cell has parameters [aj , bj ] for its severity distribution, with
nj claims, the sum of the claims will be gamma in [nj aj , bj ]. Also b is a scale parameter, so
dividing by a constant gives the distribution with b divided by that constant. Dividing the
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sum of claims by nj gives the sample mean severity, and this is gamma in [nj aj , bj /nj ] which
has mean aj bj and variance aj b2j /nj . Thus if you make the dependent variable for each cell
its sample mean, have the aj , bj parameters those for the severity distribution for the cell,
and multiply aj and divide bj by the observed nj , that gives the gamma parameters for the
observed sample means. The normal and inverse Gaussian distributions work similarly.
The easiest way to estimate the parameters by cell is to assume that either the a or the b
parameter is constant across the cells. For severity, a constant a is more likely to give a better
fit, as then the variance is proportional to the square of the mean. The a parameter will not
be shrunk, so its prior will be uniform in its log. The severity mean will be the fitted shrunk
independent variable parameters times the row of the design matrix for that cell. Then the
cell bj for the Stan model statement will be backed out from anj and the cell severity mean.
The normal can also be parameterized to have the variance proportional to the mean-squared,
just by using another unshrunk parameter s, and replacing σ everywhere with sµ. This is
a typical sort of heteroscedasticity adjustment. This will have similar severity mean and
variance to the gamma distribution,qbut with zero skewness. The observed sample mean from
nj claims is now normal in [µj , muj (nj s)] in Stan, which uses mean and standard deviation
for the normal parameters. Its fit can be compared to the gamma’s by loo.
The inverse-Gaussian distribution usually is parameterized with mean µ and variance µ3 /φ. I
prefer a slightly altered version with µ = ab and φ = a2 b. This gives variance ab2 just like the
gamma. Its big advantage is that the sum of claims has parameters [nj aj , bj ], just like the
gamma. It has skewness 3CV, compared to 2CV for the gamma. Thus it is just a bit more
skewed gamma. This is a GGLMM distribution but not a GLMM distribution. It might
be too skewed for collision data, but below it is compared to the others using loo, again
assuming variance is proportional to mean-squared, so a is fixed across the cells.

2 Main Model
This data now includes credit scores, and has total losses and exposures by cell. Multiplicative
and additive models are fit to this, with a constant and a parameter for each level of each
variable – leaving out one level of each variable for identifiability. The mean is the base
pure premium for one unit of exposure for each cell. The data gives the exposure by cell, so
multiplying this by the base pure premium gives the mean for the aggregate losses for the
cell.
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2a Residual Distributions
The starting point for the distribution of residuals is the gamma with b fixed across the
cells. This has variance proportional to the mean, like the ODP has, and usually works
reasonably well for aggregate losses. Then a few residual distributions are compared. GLM
uses a variance function that expresses the variance as a function of the mean. It can further
adjust the cell means by an exposure measure. In his review of the Fu-Wu paper that this
data comes from, Mildenhall suggests making the cell variance Vj = V (µj )/ekj , where V is
the variance function, ej is the cell exposure, and k is a selected adjustment power. Here we
can try estimating k as a parameter.
In GGLMM you can parameterize some of this. I try setting V (µj ) = sµkj and estimating
s, k as unshrunk parameters with log uniform priors on the reals. This can be used for any
distribution. For a gamma or inverse Gaussian with mean = ab and variance = ab2 , Stan can
be set up to solve for a, b for a cell by taking bj = Vj /µj and aj = µ2j /Vj . With this done, the
variance and mean are specified by the linear model before the making choice of distribution.
The distribution can then be selected based on other shape characteristics, such as skewness,
using loo to indicate the best fit. This is more flexible than with GLM, where the variance
function determines which distribution to use.
To start with I use the Gaussian, gamma, and inverse Gaussian distributions. A combination
of the Gaussian and inverse Gaussian distributions – just a weighted sum of the two – can
provide a lot of flexibility in the skewness, ranging from 0 to 3CV. Depending on where the
skewness seems to be, weighting the gamma with either the normal or the inverse Gaussian
is another alternative.
The Weibull is interesting as its skewness can be fairly high or even negative, depending on
the mean and variance by cell. Unfortunately you cannot solve for its parameters from the
moments in closed form, although it only takes solving a single non-linear equation to match
mean and variance. Stan has some built-in functionality for solving specified equations, which
I try for the Weibull.
I like the Weibull parameterization
F (x) = 1 − exp[−(x/b)1/a ]
Then using the notation n! = Γ(1 + n) even for real n, EX = a!b, 1 + CV 2 = (2a)!/a!2 , and
skew × CV 3 = (3a)!/a!3 − 3CV 2 − 1. The skewness can really blow up for big CV – think of
a = 10. Then (3a)! is the product of 1. . . 30, while a!3 is the product of 1. . . 10 3 times. Also
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the skewness is negative for low CV – but never seems to get as low as −1.2. Figure 2 graphs
the skewness as a function of the CV, and compares to the gamma skewness, which is 2CV.
The Weibull is fairly different, which is sometimes better and sometimes not.

Figure 2: Weibull and Gamma Skewness

3 Extensions
This step includes some alternatives and extensions.
3a Interaction Terms
Add interaction terms between age and use. Give each combination its own dummy variable,
just leaving out enough to prevent a singular design matrix. Many of these parameters would
be expected to shrink to zero. An efficient way to eliminate some of them is classical lasso.
This is easiest if run with normal distributions, so as a quick estimate it will be run on the
logs of the class losses (leaving out zeros). It does the estimation for about 100 values of λ of
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its choosing – in a wider range than would be selected in the end. As a starting point, take a
λ that is fairly low, so it does not eliminate all of the interaction variables, and use whatever
interactions that remain and put them in Stan for Bayesian estimation. Then eliminate any
of those that have parameter means near zero with a wide range around that. Compare to
the loo of the previous model.
3b Smoothing the Factors
Keep the interaction terms if they improve the fit. Then try fitting a piecewise-linear curve
to the parameters (logs of the factors) by type – age, use, or credit. That can be done by
making the fundamental parameters the slope changes of the piecewise-linear curves through
the original parameters. The slope changes accumulate to the slopes, which accumulate to
the original parameters. Dummy variables for the slope changes thus count how many times
that slope change gets added up for a particular cell. More detail will be in the report.
If this improves loo, keep that model.
3c Incorporate an Additive Component
Estimate an additive adjustment to the factor model for every rating variable that has a factor.
This can be done by duplicating the design matrix and adding columns to the design matrix
for each new parameter. The factors and additive terms would be estimated simultaneously.
Many of them would likely shrink to zero and thus could be eliminated.

Preliminary Fitting – Simple Severity Fit Methods
Comparison
For some perspective on the estimation methods, first we can look at fitting a normal
distribution severity model to the simpler data set, which has 8 age groups and 4 use
categories – business, long commute, short commute, and pleasure only. Regression, lasso,
and Bayesian lasso are compared.
Regression starts by putting all the observed data points to be fit into a column vector, and
then making a design matrix with a column for each explanatory variable. Here the variables
were every age group except 17-20, which is the base, and the uses except for Pleasure. There
12

is a constant term in the models but the design matrix does not need a column for that in
the packages used here. For now each variable is treated as categorical, not numerical, so the
columns are just (0,1) dummy variables. For instance, the third age group would have a 1 for
every observation in that group, and a 0 everywhere else.
The code for these fits is in Appendix 1. The read_excel function helps read Excel files. The
data vector is a column in a file called z_small.xlsx, and the design matrix is in x_small.xlsx.
These are put into a vector variable y and a matrix x. But the regression package lm needs
x to be a data frame, where the lasso package glmnet and the Bayesian package stan are
looking for x to be a matrix. So it has to be read in twice, depending on what you are going
to do with it.
In regression, insignificant variables are usually taken out. A guide to this is the t-statistic,
which is the ratio of the variable’s estimate to the standard deviation of the estimate. Usually
t > 2 is regarded as good, but many practitioners doing actual work, as opposed to publishing,
will accept a smaller t, maybe down to 1.5. Table 1 gives the regression results for the full
regression and some lasso output discussed below. All the age variables had reasonably high
t-statistics, but both drive-to-work use classes had pretty low t’s. The regression was re-run
leaving these out.
Lasso for a normal distribution is the default setting of the glmnet package. This does the
estimation for a selection it makes of up to 100 λ values. It produces a plot of the coefficient
values for these λs – see Figure 3. As λ decreases, the number of parameters in the model
increases (top axis), as does the L1 norm – the sum of the absolute values of the coefficients
(bottom axis). Here the base use is Pleasure, so the use parameters are all positive, where
the base age is the youngest, and the age parameters are all negative.
The cv.glmnet function does cross validation. It divides the dataset up into subsets – maybe
10 of them – and leaves these out one at a time and looks at how well they are then predicted
by the model fit without them. The only output I am using from this is lambda.min, which
is the smallest value of λ, giving the most variables in the model, deemed worth using. The
coefficients for this value (λ = 2.2 here) are in Table 1. These are a lot smaller than the
regression gives, which is due to the parameter shrinkage. All of the age groups with t<2 in
the regression were left out, but the drive-long class was retained, even though the t for this
was low.
Appendix 2 has the Stan code for this regression example. The data section at the top reads
in variables that have been defined in the R session. Much of the code is just defining the
variables, which has to be done for Stan to compile the model into C code. The prior for
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Figure 3: Lasso Shrinkage Graph
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Table 1: Regression and Lasso Output
Variable regr full
t lasso min lam=2.2
(Intercept)
328.16 6.949
249.17983
a2
-98.50 -1.729
.
a3 -107.00 -1.879
.
a4 -112.00 -1.966
.
a5 -179.25 -3.147
-64.71981
a6 -141.75 -2.489
-27.22082
a7 -140.75 -2.471
-26.22118
a8 -144.00 -2.528
-29.47190
u2
18.38 0.456
.
u3
52.00 1.291
25.23618
u4
182.00 4.519
155.23635
every parameter is assumed to be uniform over its defined range, unless otherwise specified
in the model section. I like to give parameters fairly wide ranges, and for parameters that
are positive, I make their logs uniform on the real line. This prevents a problem with wide
ranges biasing parameters upward. The log of the constant term here is uniform on [-10, 10].
The log of the shrinkage parameter s = 1/λ is made to be positive just because there were
convergence problems otherwise. For other applications this parameter has been lower.
The value of λ from glmnet does not seem to be consistent with what Stan gives for s. What
seems to give a more reasonable comparison is to assume that the values given by glmnet are
in whole percentages, so the value here of 2.2 is actually 0.022. That would give s about 45,
which is more what Stan is producing.
A big advantage of Stan, and MCMC in general, over lasso is that it comes with a penalizedlikelihood goodness-of-fit measure, loo. This is a cross-validation measure. It calculates the
NLL for every point given a fit that used all other data points but not that one. This gives a
good estimate of what the NLL would be on an entirely new sample – the population NLL
as opposed to the sample NLL. This is a measure of the predictive power of the model.
Although MCMC does not eliminate parameters the way lasso does, it outputs range estimates
for every parameter. If a parameter mean is close to zero, with a wide range, it is a candidate
for removal from the model. I like to try leaving these parameters out then seeing the effect
on the loo measure. If it is better, or at least not worse, I leave them out. Eliminating the
parameters with means near zero does not usually improve loo very much, but it does simplify
and clarify the model. The main point is not to eliminate parameters that are improving the
predictive accuracy. This exercise eliminated all but three variables – driver age 35-39, long
drive to work, and business use.
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Figure 4: Severity Fits by Age and Use
This was fewer than lasso had, but not really that different. Lasso also had a small effect for
ages above 39. Still neither had much age impacts except for 35-39. The predictive value of
the other ages was found to be low by these approaches. This data is for physical damage
severity, which might not vary by age as much as frequency does. Also value of the vehicle is
not controlled for, and the ages with better drivers could also be those with more expensive
cars. Vehicle value could also be a factor in the higher severity for business use.
Figure 4 shows the actual and fitted values for each age-use cell, on a log scale. There is a
line for each use class – with dotted lines for the actual data, and the age groups are on the
x-axis. Each estimation method gets its own panel. One sort of outlier point is key to watch –
business use for ages 17-20. This had average severity of almost 800 on 5 claims. The next
highest average severity was 367 for business use for ages 30-34, with 169 claims. In later
models, the number of claims will be used as input for the variance of the severity numbers,
but that is not part of this model. So it is interesting to see how the different estimation
methods are influenced by this cell.
The regression estimate combines the other three use classes. It gives the 17-20 group a
higher severity overall, even though this does not show up in the other uses. The lasso and
Stan estimates combine pleasure and short drive uses, but keep the long drive class higher.
Neither makes the age 17-20 age higher than those near it. Apparently there is no predictive
value for omitted observations in doing so. All the estimates make the age 30-34 group lower.
You can see that the lasso estimates are a bit lower for the older ages, while Stan is not. The
lasso λ was not really optimized – there is no real way of doing this – so it is hard to evaluate
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Table 2: Stan Regression, and Lasso Coefficients for Three Variable Model
Stan Regression Lasso
Constant 236.2
231.6 243.3
a5 -50.3
-73.1 -33.7
u3 28.0
42.8
8.4
u4 151.0
172.7 138.4
what it is doing. The regression estimates get lower in general for older ages.
Once the variables that improve predictive accuracy have been identified by loo, it is usually
possible to find a model with just those variables by regression or lasso. For regression, this
just requires using those variables. For lasso, the coef function shown in the code gives the
implied coefficients for any value of λ input. Lasso and Stan often rank coefficients the same,
so that some value of λ in lasso will give the same variables as the method outlined for
Stan. The lowest value that chooses the same variables in this case is 4.3. This has the least
shrinkage among the λs giving those variables. This has more shrinkage than the Stan model,
whereas the regression has less shrinkage. Table 2 shows the coefficients for each model. The
coefficients here tend to be positive, so the more shrinkage the coefficients get, the higher the
constant is.
The mean s parameter in the Stan fit is 121, which does not give a lot of shrinkage. It might
be equivalent to 0.8 for glmfit, where lambda.min was 2.2. But the variables were selected
by cross validation with loo by taking out any variables that did not make loo worse. The
remaining variables thus all improve the predictive value of the model. Then the shrinkage
was determined by the Bayes estimate for s in the model with those variables. The shrinkage
actually was less once more variables were eliminated. Still it shows some shrinkage compared
to the regression. Lasso, on the other hand, needed more shrinkage to get down to those
specific variables, and this is reflected in the lasso coefficients.
A couple of take aways from this are first, that the t-statistic in regression does not select
variables that stand up under cross validation. Both Stan and lasso, with different crossvalidation methods, eliminated a4, which has a t of -2.0, and they both kept u3, with a t
of 1.3. Second, while lasso both shrinks coefficients and selects variables, these two tasks
are not as compatible as they might seem. Stan with loo uses cross validation to show the
useful variables, and then shrinks by the posterior of the shrinkage level s. Lasso determines
both variable selection and shrinkage by λ alone, which does not allow this flexibility – and
without a clear way to determine λ in the first place.
From here on I will use Stan for the fitting. Recall that this is a kind of credibility approach –
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estimates are shrunk towards the overall mean. Here that is based on predictive accuracy as
opposed to the variance components that credibility uses, but the results are similar.

Distribution Choices
Stan is also quite flexible on distributions. As an example, I fit a gamma instead of normal
to this same severity data. The gamma in a, b with mean ab and variance ab2 can start with
a bj parameter for every cell with a fixed, which makes the variance proportional to the mean
squared, or with an aj for every cell and b fixed, which makes the variance proportional to
the mean. With the same variables as above, the b form had a loo of -185.8, and with a fixed
it was -180.5. These are both considerably better than the value of -197.8 for the normal.
The a form with variance proportional to mean is the better of the two. The fitted values
did not change a lot – the main effect was getting a better distribution around the mean.
It is not necessary to fix either a or b across the cells. For instance, instead of fixing one of
these parameters, use two parameters h, k to model variance = h*meank . Use the model to
fit the mean for the cell and to estimate h, k, and use these to compute the variance for each
cell. Moment matching for the gamma gives b = variance / mean, and a = mean2 / variance,
which give the resulting gamma parameters for each cell. Trying this gave k = 3.6 and a loo
value of 176.6. This is a high value for k and may be arising from trying to get a higher
probability for the one outlier cell, which had a high mean but still a large difference from
the data. The model is not right in that the variance of the severity mean for a cell is related
to the number of claims, and this is not in the model. I will include that in the next section.

Warmup – Severity Distributions on Age-Use Data
Now we will look at adding in claim counts by cell. This model will fit the severity distribution.
This gives more than parameter ranges – it could be used for pricing deductibles, for instance.
If µ, σ 2 are the severity mean and variance, and there are N claims, the sum of those claims
has mean = N µ and variance = N σ 2 . The sum divided by N has mean m = µ and variance
s2 = σ 2 /N . These ratios are the data given for each cell. If the claim severity is normally
distributed, m, s2 are the mean and variance of the normal distribution for that data. If the
severity is from a gamma distribution in a, b, the sample mean is also gamma distributed, in
α = N a, β = b/N . Either way, the collection of sample means can provide an estimate of the
severity distribution parameters. The inverse Gaussian distribution has similar formulas.
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The two main things the Stan code requires are the prior distributions of the parameters and
the conditional distribution of the observations given the parameters, which is actually the
likelihood. The parameters for the age and use classes will have shrinkage priors. We used
the double exponential prior in s for this before, with non-shrinkage priors on s, the constant
term, and the distribution parameters a, b, σ, h, k, .... The Cauchy shrinkage prior is often
a bit more efficient than the double exponential, so it will also be used here. It is just the
Students-t distribution with one degree of freedom. It has more weight concentrated around
zero, but also heavier tails, and this can sometimes more readily distinguish the important
contributing variables.
The conditional distributions here are the normal or gamma for the sample mean, although
the parameters will be those for the severity, with the claim count as additional information.
The way Stan works is that you have to give it the parameters for every observation. You
can do transforms on the severity parameters to get the distributions for the observed sample
means. One of the parameters is calculated by cell as the constant plus the design matrix
times the parameter vector. In formulas, this is mu = x*v+cn. You can then transform
mu by cell to give the parameters for the sample mean. Consider the gamma model with
σ 2 = hµk for instance. Solve for cell j to get: aj = µ2j /σj2 , and bj = σj2 /µj . Then αj = Nj aj
and βj = bj /Nj are the gamma parameters for the observed sample mean. The code does
these assignments for every cell, then in the distribution statement uses the vector form, like
y ~ gamma(alf, bet). (Stan actually defines the gamma distribution with b as what is 1/b
here, and σ, not σ 2 , as the normal parameter, but that will be an adjustment in the code.
The text will continue to use the more conventional forms.)
All the variables now are retained in the model, except for the short drive use class. Leaving
that variable out combines short drive and pleasure uses. Getting a better model for the
cell variances seems to have made the age variables more predictive. The power k came out
2.4. This is close to 2, which the gamma with fixed a gives, so I tried that as well. This
eliminates k as a parameter, and loo came out a little better that way, so this model was
selected. Variance proportional to mean squared is a pretty standard assumption for severity
distributions anyway. It makes b a scale parameter, for instance.
The loo measure was -155.7 with the double exponential prior and -156.2 with the Cauchy –
both considerably better than in the model without counts. The double-exponential is used
below. Figure 5 shows the actual and fitted severity sample means using the gamma fit. The
business use class for drivers under 21 did not seem to influence the fit much. With the low
claim count for this cell, the variance of the observed sample mean came out high, so the
likelihood was better at that point even with a low fit mean. In fact it was 5000 times as
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high as it was in some of the earlier models.
This was for an additive model. It is easy enough to do a multiplicative model from the
same code – just exponentiate the severity mean and make that the severity mean of the
gamma, then adjust to make it the sample mean. This starts by fitting an additive model
for the log of the losses. Doing this gave virtually the same loo as the additive model. All
the parameters, including shrinkage parameter s come out with a lot smaller absolute values.
For s – its mean here is 0.17.
I also tried the normal distribution but forcing the variance to be proportional to the mean
squared. I just made the standard deviation a multiple of the mean to do this. Loo for this
model came out -166.6, which is much better than previous normal fits, but not as good as
the gamma. The s.e. for comparing this to the gamma is 4.6 by the loo compare function,
so the gamma is more than two standard deviations better. A bit of skewness is apparently
needed for this data. One way to test for convergence of a model fit is with a measure called
Rhat that shows in the print function. It is a ratio of total to within variances among the
chains for each parameter. It should be close to 1.0 for a model that converges. It was
around 3 for most of the variables in this model in a preliminary run. Forcing the log of the
s parameter to be positive restricted the model enough to get convergence.

Figure 5: Gamma Severity Using Counts
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Inverse Gaussian Distribution
The usual parameterization of the inverse Gaussian is designed for quasi-likelihood estimation,
but it is awkward in applications. A more natural parameterization uses parameters a, b
with mean ab and variance ab2 , like for the gamma. It then has some other properties of the
gamma: the sum of a sample of N claims is IG in N a, b and multiplying by a constant c gives
an IG in a, bc. The skewness is 3CV, where CV is the coefficient of variation = standard
deviation / mean. The gamma skewness is 2CV, so the IG is more or less a slightly more
skewed gamma. Its shape can be a bit different, however. For a < 1, the gamma density goes
to infinity at x = 0, but the IG density is 0 at x = 0 – and in fact the density at zero has
slope 0 as well, so grows slowly at first. The density is:
s

f (x|a, b) =

a2 b
−(x − ab)2
exp
2πx3
2bx

!

Stan does not have this distribution, but it has a provision for adding user-defined functions.
This goes in the function block at the start of the program. Here is one I did for the IG:
functions{
real ig_lpdf(real y, real a, real b){
return log(a/b)-0.5*log(2*pi())-1.5*log(y/b)-b*(y/b-a)^2/2/y; }

}

It runs reasonably fast. It gave loo of -157.7, the same as for the gamma. Possibly the best
skewness is in between the IG and gamma.

Larger Data Set – with Credit Variables
The larger data set includes four levels of credit scores, with 4 being the best. There are eight
age groups and four use classes. The data for each cell is exposure, pure premium, and their
product – losses. The model is for pure premium, as a product or sum of a constant and the
age, use and credit parameters. The dependent variable is taken as losses, so the modeled
pure premium is multiplied by the known exposure by cell to give the expected value of the
cell losses.
The initial model assumes losses are gamma distributed with fixed b, so with variance
proportional to mean. I tried this for additive and multiplicative versions, and in this case the
multiplicative had a clearly larger loo fit measure. The Cauchy and double-exponential priors
gave virtually identical fits. I also tried a gamma with fixed a, which makes the variance
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proportional to the mean squared. This was slightly worse. Then I used a gamma with
variance = s∗meank . The k came out at 1.3, with the loo just about the same as the fixed b
version. The better power was not quite worth the extra parameter.
I also tried normal, inverse Gaussian, and Weibull residuals. The Weibull, using variance
= s∗meank , had a loo of -1374.5, which was slightly better than the gamma’s -1375.9. The
others were all worse fitting. The extensions below use the gamma, as it is faster to estimate.
This form of the Weibull requires a non-linear solver to match the moments. Once the mean
and variance have been fit for a cell, the parameters a, b can be fit by solving EX = a!b,
1 + CV 2 = (2a)!/a!2 . The non-linear part is solving for a from the CV. Stan has a facility
for solving a system of linear equations with something called the algebraic solver, but the
format is picky. For this, you first set up a function. This is what I used:
functions { vector system(vector alpha, vector Q, real[] x_r, int[] x_i){
vector[118] z;
z = lgamma(1+2*alpha) - 2*lgamma(1+alpha) - Q;
return z; } }
Q gets log(1 + CV 2 ). The variables x_r and x_i are zero dimensional arrays that don’t seem
to have any role, but are required. When it solves for z = 0, alpha is the a that matches this
CV. There are 118 data points. To call it, I used:
alpha = algebra_solver(system, start, Q, x_r, x_i );
for (j in 1:N) {
lam[j] = mu[j]/tgamma(1+alpha[j]);
alpha[j] = 1/alpha[j];
}
This solves for the vector of a values for all the observations. Stan’s Weibull function uses
1/a instead of the a in the above distribution function.
Ten cells with small exposure and zero losses were omitted from the fitting. These distributions
are not defined at zero. There were still some cells with small exposure and volatile loss
numbers. Mildenhall suggests reducing a cell’s assumed variance by dividing it by exposurek
for some k > 0. This would allow for smaller exposure cells to be more volatile. For some
reason, the estimated k for this data set came out as -0.1, so variance would increase slightly
for the larger cells. This gave the same loo as without this adjustment, and it doesn’t make
much sense, so it was omitted.
Figure 6 shows the factors for each of the rating variables in the gamma model. The use
classes are Business, Drive Long, Drive Short, and Pleasure. Figure 7 shows actual vs. fitted
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Figure 6: Class Rating Factors
averages for use and credit groups by age for this and the combined additive-multiplicative
model discussed below. Figure 8 shows use and credit cell actual and fitted averages over the
age groups for these two models. The omitted zero losses show as gaps in some of the graphs.
Use 1, Business, has the smallest volume and is most volatile. This shows up in both the use
by age and use by credit graphs. The fitted values do not appear over-responsive to these
fluctuations. The Bayesian shrinkage looks like it is doing a lot what credibility would do in
giving low weight to those points. The drive long class and the good credit group 1 have
poor fits at a few points.

Extensions
Multiplicative-Additive Model
The possible issue with multiplicative models is that cells that have high or low factors in
two directions might be over or under estimated by the product of the factors. Here that
does not seem to be a problem, in that the estimated values look to be less extreme than the
data points. But as an example, I try a model that starts with all the variables used as both
factors and additive adjustments. Then variables whose parameters are shrunk close to zero
are omitted and the model refit, iteratively, until the best combination is found.
The fitted value for a cell is the constant times the rating factors for the cell plus the additive
levels for the same age, use, and credit variables. To estimate it, there are two coefficient
vectors, say v and w, and the design matrix is used twice. Call the two instances x and xa.
Then the mean for all the cells is the vector mu = exp(xv+cn)+xaw. Different variables
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Figure 7: Actual and Fitted
24 Class Group Averages

Figure 8: Actual and Fitted Use Class Averages by Credit Group
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Figure 9: Class Rating Factors and Additive Levels
probably will be eliminated from x and xa based on parameters being shrunk towards zero.
The shrinkage parameter s was set somewhat arbitrarily as 100 times greater for the additive
parameters, as it came out in this ballpark in previous fitting. It would probably be better
to have separate priors for these two shrinkage parameters.
Doing this eliminated the factors for age group 2 and credit group 2. Additive levels were fit
for all but ages 3 and 8 and use 3, which is drive short. There were thus 21 rating variables
in this model, compared to 13 for the multiplicative model. The loo penalized likelihood
measure was -1374.2, which is an improvement over -1375.9 for the multiplicative model. The
difference of 1.7 is usually considered worthwhile for penalized likelihood. The parameter
penalty was 23.1 here, compared to 16.8 for the multiplicative model. This is 7.3 higher for 8
more variables, so less than 1 per variable. This is due in part to shrinkage, but formally
due to better predictive accuracy of the larger model. The likelihood was thus higher by 9.0
for the combined model, which is a better fit to the data, but the penalized likelihood is the
proper comparison.
Figure 9 shows the factors and additive levels for the variables. They offset each other to
a degree, as some variables seem to work better additively, and some multiplicatively. The
fitted values have small but observable changes. In Figure 7, use groups long and short
appear to have slightly better fits across the ages, as do credit groups 2 and 4. In Figure 8,
use groups 2 and 4 (long and pleasure), fit a bit better across the credit groups.
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This model is pretty intuitive and is easy to fit with MCMC.

Interaction Terms
There may be some combinations of rating elements that interact differently than the overall
model. Suppose age 2 and credit 3 is such a combination. Then adding a variable for that
combination could pick up the interaction. Since the variables are all (0,1) dummies, the
interaction variable would just be the product of the individual variables. There are four
observations with that combination – one for each use class. If the variable improved the fit
for all four, that would suggest the variable is significant.
Random effects is well set up for estimating this kind of thing, and that is one of its prime
uses. You could put in all combinations of two-way interactions, and many of the coefficients
would go to zero. If all the variances are the same, this would give lasso or ridge regression,
depending on the distribution assumed. Bayesian shrinkage can do that too. Lasso is a good
starting point, as it completely eliminates a lot of variables.
I tried interaction focusing on use classes. Each combination of the use variables with age
and credit was given a variable, which was a product of the individual variables. The glmnet
package is easiest to apply to a normal regression, so I made the dependent variable the log
of the cell pure premium, so the regression would give a multiplicative model with lognormal
residuals. This is good enough for a preliminary investigation. The least suggested shrinkage,
given by cvfit.lambda.min, was for λ about 0.0035. I used that and λ = 0.005 to review the
eliminated variables. Selecting all but those with very small coefficients gave ten combinations.
This reduced the interaction variables from 30 to 10.
I put those in the gamma regression in Stan for the multiplicative model and eliminated
the ones with small coefficients as long as so doing did not make loo worse. That left six
interaction variables, and this resulted in a loo of -1367.0, which is the best result so far,
and a fairly big improvement. I also looked at the credit-age interactions, and it looked like
credit group 4 (best credit) had the most issues with age interactions. So I added in all
seven of those interaction variables, ran Stan, and then again eliminated the non-contributing
variables. That left five of those, so eleven interaction terms altogether. This brought the loo
measure down to -1366.2, so the credit interaction helped a little, but not much.
Table 3 shows the adjustment factors for these interactions. Figure 10 graphs the resulting
use by age and credit by age fits. The biggest improvement seems to come for use 2, drive
long, particularly at ages 2, 7, and 8. Credit group 4 looks better than the multiplicative
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u2,a2
1.25

Table 3: Interaction Factors Age(a), Use(u) and Credit(c)
u2,a7 u3,a2 u3,a3 u4,a3 u4,a4 c4,a2 c4,a4 c4,a5 c4,a6
0.84
0.84
0.72
0.65
0.77 0.82 1.15 0.89 0.92

c4,a7
0.84

model, but about the same as the additive-multiplicative model. Pleasure use has a strange
worsening of the fit at age group 4.

Fitting Curves to Factors
The factors all change fairly gradually across a rating class, so it might be possible to save
on parameters by fitting curves to them. A flexible and easy way to do this with parameter
shrinkage is to fit piecewise-linear curves to the factors. With no shrinkage, this would
replicate the exact parameters. If you do shrinkage on the slope changes between segments,
you smooth out the curves, with the degree of smoothing determined by the shrinkage
methodology.
I try this for the three curves in the multiplicative model, as in Figure 6, but fitting the
curves on the logs of the factors. Starting with zeros for each rating class, the slope changes
add up cumulatively to the slopes, which in turn add up to the rating factor logs. This is all
linear, so can be accomplished with a design matrix. For a cell in class number i in one of the
directions, the dummy variable for class u in that direction gets the value max(0, 1 + i − u).
The fitted means are still the vector mu = exp(x*v+cn), but now v is the vector of slope
change coefficients.
The ages 3, 6, and 8, and credit 4, all got zeros and so were eliminated from the model. A
zero slope change just continues the previous line segment. It does not make the log factor
zero. The factors all came out very similar to before, but a little smoother. The loo was
-1373.3, which is a fair bit better than the -1375.9 for the straight multiplicative model. The
main improvement was in the parameter penalty of 12.9, compared to 16.8. The slope-change
model is apparently more parsimonious. Figure 11 shows the credit-by-age and use-by-age
fits. Some points fit better and some worse than previous models, but the fitted values are
on straighter lines, which is related to the model being more parsimonious. Some lines are
not parallel, due to differences in mix.
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Figure 10: Actual and Fitted Class Group Averages
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Figure 11: Actual vs. Fitted for Curve-Fit Model
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Etc.
The three model enhancements here - additive-multiplicative, interaction terms, fitting curves
- can be combined, but methodologically would just repeat what’s above.

Summary
Bayesian shrinkage is an improved alternative to maximum likelihood. It has lower estimation
and prediction errors, and unlike frequentist shrinkage it comes with a goodness-of-fit measure.
It also can use the posterior mean. MCMC software, like Stan, also makes it easy to fit more
generalized distributions.
I first used this to fit severity data by class. A few distributions like the normal, gamma,
and inverse Gaussian have a known connection between the distributions of the claims and
of the sample means, and this allows estimating the severity distributions from the sample
means. Then I tried it on a bigger data set with more classes on aggregate losses and pure
premium. This produced class factors. Extensions were a combined additive-multiplicative
model, interaction terms, and fitting curves to the factors. All of these improved the fits.
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Appendix
1 R code for regression, lasso packages and to feed Stan
setwd("~/OneDrive/R/Ratemaking Stan/Severity regression")
library(rstan)
rstan_options(auto_write = TRUE)
options(mc.cores = parallel::detectCores())
library("loo")
library(readxl)
library(glmnet)
y = as.vector(as.matrix(read_excel("z_small.xlsx")[,5]))
x = as.matrix(read_excel("x_small.xlsx")) #do this or the next line
x = read_excel("x_small.xlsx") #regression function needs x a data frame
U = ncol(x)
N = length(y)
c(N,U)
mod <- lm(y ~ ., data = x)
#full regression
mod <- lm(y ~ ., data = x[c(1:7,10)]) #regression leaving out two uses
summary(mod) #gives output
fit1 = glmnet(x, y, standardize = FALSE)
#lasso fit
plot(fit1, label=TRUE)
cvfit = cv.glmnet(x, y, standardize = FALSE) #lasso cross validation
cvfit$lambda.min
#lowest lambda suggested by cross validation
coef(cvfit, s = "lambda.min") #shows parameters for that lambda
x_full = x
x = as.matrix(x_full[,c(4,9,10)]) #just using selected columns
U = ncol(x)
U
fitsev = stan(file = 'sevregr.stan', verbose = FALSE, chains = 7,
iter = 7000, warmup = 2000)
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log_LL <- extract_log_lik(fitsev)
loo_LLsev <- loo(log_LL)
loo_LLsev
print(fitsev, pars=c("cn", "v", "s"), probs=c(.05, 0.2, 0.5, 0.8, 0.95),
digits_summary = 3)
plot(fitsev, pars = c("v", "s"))
out <- get_posterior_mean(fitsev)
write.csv(out, file="out_sregr.csv")

2 Stan code for normal regression
data {
int N;
//number of observations
int U;
//number of variables
vector[N] y;
//the dollar losses in a column
matrix[N,U] x; //design matrix with U columns
}
parameters { // all except v will get uniform prior, which is default
real<lower=-10, upper=10> logcn;
//log constant term
vector[U] v;
//the parameters
real<lower=0, upper=10> logs;
//log of s, related to lambda
real logsig;
//log of sigma parameter
}
transformed parameters {
real cn;
real sig;
real s;
//shrinkage parameter, like lambda
vector[N] mu;
//fitted means
vector[N] sigma;
cn = exp(logcn); //for positive parameter, uniform on log is like 1/X
sig = exp(logsig); //for positive parameter, uniform on log is like 1/X
s = exp(logs); // Gives more weight to lower values; good if X not big
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mu = x*v+cn; //vector of mu parameters
for (j in 1:N) sigma[j]=sig; //Stan normal has sigma not squared
}
model { // gives priors for those not assumed uniform. This one for lasso.
for (i in 1:U) v[i] ~ double_exponential(0, s);
y ~ normal(mu, sigma);
//for (j in 1:N) y[j] ~ normal(mu[j], sigma[j]);
}
generated quantities { //outputs log likelihood for looic
vector[N] log_lik;
for (j in 1:N) log_lik[j] = normal_lpdf(y[j] | mu[j], sigma[j]);
}

3 Stan code for gamma-alpha regression
data {
int N;
//number of observations
int U;
//number of variables
vector[N] y;
//the dollar losses in a column
matrix[N,U] x; //design matrix with U columns
}
parameters { // all except v will get uniform prior, which is default
real<lower=-10, upper=10> logcn;
//log constant term
vector[U] v;
//the parameters
real<lower=0, upper=10> logs;
//log of s, related to lambda, not too high
real logalpha;
//log of beta parameter
}
transformed parameters {
real cn;
real alpha;
real s;
//shrinkage parameter, like lambda
vector[N] alf;
//fitted means
vector[N] beta;
cn = exp(logcn); //for positive parameter, uniform on log is like 1/X
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alpha = exp(logalpha); //for positive parameter, uniform on log is like 1/X
s = exp(logs); // Gives more weight to lower values; good if X not big
for (j in 1:N) alf[j]=alpha; //Stan gamma mean = alpha/beta
beta = alf ./ (x*v+cn); //vector of beta parameters
}
model { // gives priors for those not assumed uniform. This one for lasso.
for (i in 1:U) v[i] ~ double_exponential(0, s);
y ~ gamma(alf, beta);
}
generated quantities { //outputs log likelihood for looic
vector[N] log_lik;
for (j in 1:N) log_lik[j] = gamma_lpdf(y[j] | alf[j], beta[j]);
}

4 Stan code for gamma-k regression
data {
int N;
//number of observations
int U;
//number of variables
vector[N] y;
//the dollar losses in a column
matrix[N,U] x; //design matrix with U columns
}
parameters { // all except v will get uniform prior, which is default
real<lower=-10, upper=10> logcn;
//log constant term
vector[U] v;
//the parameters
real<lower=0, upper=10> logs;
//log of s, related to lambda, not too high
real<lower=1.0, upper=6> k;
real logh;
//log of h parameter
}
transformed parameters {
real cn;
real h;
real s;
//shrinkage parameter, like lambda
vector[N] m;
//fitted means
vector[N] V;
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vector[N] alf;
vector[N] bet;
cn = exp(logcn); //for positive parameter, uniform on log is like 1/X
h = exp(logh);
s = exp(logs);
// Gives more weight to lower values, which is good if X not big
m = x*v+cn; //vector of means
for (j in 1:N) { V[j] = h*m[j]^k;
alf[j]= m[j]^2/V[j];
bet[j]= m[j]/V[j];}
}
model {
// gives priors for those not assumed uniform. Choose this one for lasso.
for (i in 1:U) v[i] ~ double_exponential(0, s);
y ~ gamma(alf, bet);
}
generated quantities { //outputs log likelihood for looic
vector[N] log_lik;
for (j in 1:N) log_lik[j] = gamma_lpdf(y[j] | alf[j], bet[j]);
}
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